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Abstract. The development of cryp-
tographic hardware for classified data
is expensive and time consuming. We
present a domain-specific language,
µCryptol , and a corresponding compiler,
mcc, to address these costs. µCryptol
supports the capture of mathemat-
ically precise specifications of algo-
rithms, while also allowing those speci-
fications to be compiled to efficient im-
perative code able to execute on embed-
ded microprocessors.

1 Introduction

In the civilian realm, a handful of symmetric-key
cryptographic algorithms such as DES[1], AES[2,
3] and RC5[4] are sufficient to cover the majority
of needs for data secrecy. As new hardware arises,
it is feasible to reimplement, test and inspect each
implementation for correctness. Software imple-
mentation on general purpose microprocessors are
the norm, with hardware implementations typi-
cally following only for high-end users.

In the military realm, the number of crypto-
graphic algorithms is much larger. Typically, a
country will have a small set of contemporary al-
gorithms which are approved for use in tunnel-
ing classified data over unclassified channels. How-
ever, a country may also have many legacy algo-
rithms (which may not be very well documented),
and may be required to communicate (perhaps as
part of a newly formed coalition) with another
country using any of that country’s algorithms.
Hardware implementations are the norm, and al-
gorithms do not necessarily use the power-of-two
word sizes supported by general purpose micro-
processors.

Users in the military realm thus suffer three sig-
nificant costs. The most obvious cost is in devel-
opment time needed to reimplement algorithms
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on each new generation of hardware. Developers
must typically reconstruct usable specifications
from official “specifications”, code, test, and sup-
ply all the supporting documentation to demon-
strate that their implementation does indeed con-
form to the specification.

The second cost is in security evaluation time. Im-
plementations which are to be certified for use
with classified data must undergo rigorous secu-
rity evaluation by a third-party (the National Se-
curity Agency has this role in the United States).
Typically there are a small number of specialist
evaluators and a large backlog of implementations
awaiting evaluation.

The third cost is that, during the long delay in
developing, certifying and deploying new crypto-
graphic hardware (typically on the order of years),
parties which should be communicating have to
just make do with legacy, low-bandwidth equip-
ment, or simply not communicate at all. It is dif-
ficult to quantify the cost of lack of relevant infor-
mation.

From this we draw out three key requirements:

1. We need a way of precisely specifying algo-
rithms which is neutral as to the underlying
implementation. For example, the specifica-
tion should not depend on a particular word
size, or assume a software vs. hardware imple-
mentation.

2. We need a way of quickly going from specifi-
cation to implementation.

3. We need a way of quickly demonstrating cor-
respondence of implementation with specifica-
tion.

This paper presents a domain specific language,
µCryptol (pronounced “micro Cryptol”), for spec-
ifying symmetric-key algorithms. µCryptol is a
variant of the Cryptol [5] language. Both lan-
guages lend themselves to precise and readable
declarative specifications of algorithms while re-
maining neutral as to underlying word size and
hardware vs. software implementation. µCryptol
refines Cryptol so that it is feasible to compile
µCryptol programs to efficient, imperative pro-
grams which may execute in embedded environ-
ments where dynamic memory is generally con-
sidered too costly in both performance and code
complexity. Indeed, as a proof-of-concept, this pa-
per also presents a compiler, mcc, from µCryptol
programs to binary images for the AAMP7 [6,
7] embedded microprocessor of Rockwell Collins,
Inc.



µCryptol is also carefully restricted so that it is
feasible for an automated theorem prover such as
ACL2 [8] to prove input/output equivalence of the
code generated by mcc with the original µCryptol
program. (Indeed we intend mcc to be a certi-
fying compiler. That is, we intend the proof of
correspondence to be fully automated, with mcc
supplying all the necessary correspondence asser-
tions and supporting lemmas needed for the proof
to proceed without human intervention. However,
this aspect of mcc shall be covered in a future pa-
per.)

To summarize, we address our three requirements
as follows:

1. For specification, we use the language
µCryptol .

2. For rapid development, we use the compiler
mcc.

3. For rapid security evaluation, we use the the-
orem prover ACL2 (in conjunction with proof
scripts emitted by mcc).

In the following we introduce µCryptol by a
worked example (Section 2), then present the lan-
guage more systematically (Section 3). No prior
knowledge of Cryptol is assumed. For a complete
presentation, however, we refer the reader to the
reference manual[9]. We then show how to compile
µCryptol into imperative code, first as a target-
neutral series of front-end transformations (Sec-
tion 4), then as a target-specific back-end trans-
formation (Section 5). The interface between the
front and back ends uses a simple µCryptol vir-
tual machine, called CrAM . Again, for a complete
description of CrAM we refer the reader to the ma-
chine specification[10]. We briefly discuss our ex-
perience implementing mcc in Section 6, and con-
clude in Section 8.

2 µCryptol by example

In this section we introduce µCryptol using the
Tiny Encryption Algorithm of Wheeler and Need-
ham[11]. For comparison, we include a C imple-
mentation in Figure 1.

TEA is a 32-round Feistel-style algorithm with 64-
bit block size and 128-bit key. Figure 2 presents
the algorithm in µCryptol .

2.1 Basic constructs

The program begins with an exports declaration
indicating which top-level definitions of the pro-
gram shall be visible from external modules. (The

typedef unsigned long word;

void code(word* v, word* k) {

word y=v[0], z=v[1];

word sum=0, delta=0x9e3779b9;

int n=32;

while (n-- > 0) {

sum += delta;

y += (z<<4)+k[0] ^ z+sum ^ (z>>5)+k[1];

z += (y<<4)+k[2] ^ y+sum ^ (y>>5)+k[3];

}

v[0]=y; v[1]=z;

}

Fig. 1: TEA encryption in C

exports code;

N = 32;

W = 32;

Word = B^W;

Block = Word^2;

Key = Word^4;

Index = B^W;

delta : Word;

delta = 0x9e3779b9;

code : (Block, Key) -> Block;

code ([v0, v1], k) = [ys@@N, zs@@N] where {

rec sums : Word^inf;

sums = [0] ##

[ sum + delta | sum <- sums ];

and ys : Word^inf;

ys = [v0] ##

[ y+((z<<4)+k@0 ^^ z+sum ^^ (z>>5)+k@1)

| sum <- drops{1} sums

| y <- ys

| z <- zs ];

and zs : Word^inf;

zs = [v1] ##

[ z+((y<<4)+k@2 ^^ y+sum ^^ (y>>5)+k@3)

| sum <- drops{1} sums

| y <- drops{1} ys

| z <- zs ];

};

Fig. 2: TEA encryption in µCryptol

compiler uses this declaration to avoid inlining
away declarations which must be callable at run-
time.)

Next come six type abbreviation definitions. A
type name must begin with an upper-case letter.
The definition Word = B^W; makes Word an ab-
breviation of the type B^W. The symbol B denotes
the type of bits, and ^ is the type constructor for
vectors, with element type to the left and vector
width to the right. W is itself a type abbreviation
for the natural number 32, hence Word is a 32-bit
word. However, note that there is nothing special
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about 32-bit words in µCryptol . We could just as
easily have used 31 or 3177-bit words. Further-
more, a single µCryptol program may manipulate
words, and indeed vectors of any element type, of
any mix of widths.

µCryptol is a strongly-typed language: the type of
every value manipulated by a µCryptol program
must be known at compile-time, and it is not pos-
sible for a µCryptol program to fail at run-time
because a value has an unexpected type (for ex-
ample, attempting to add 3- and 4-bit numbers).
Since the width of a vector is part of its type,
strong typing requires that the type system be
able to perform arithmetic on vector widths.

To ensure types are well formed (and, for exam-
ple, to reject nonsensical “types” such as 32^5),
µCryptol uses a kind system. Types which have
corresponding values have kind Type. Natural
numbers have kind Nat. We’ll later introduce three
additional kinds to further refine the construction
of types. Kinds may be made explicit by the pro-
grammer by including kind signatures. For exam-
ple, we could add the signature W : Nat; imme-
diately before the definition for W.

After the type abbreviations come two value defi-
nitions. Value names must begin with a lower case
letter, type and value definitions may be arbitrar-
ily intermixed, and the scope of a top-level defini-
tion is all of its following definitions.

The value delta is given a type signature delta
: Word, indicating its body evaluates to a 32-bit
word. In this case the body of delta is already
the literal value 0x9e3779b9. In general, a value
definition body may be any well-typed expression.

Literals numbers in µCryptol denote vectors of
bits from most-to-least significant bit order. In-
deed, a literal denotes the family of all bit vec-
tors with sufficient width to represent the literal.
For example, the literal 2 denotes [true, false],
[false, true, false], [false, false, true,
false], and so on. A literal in a particular context
denotes the unique vector of width appropriate
for the context’s type. Most of µCryptol ’s built-in
primitives represent families similarly indexed by
widths and/or types.

After delta comes the definition of code,
the TEA encryption function. The line code :
(Block, Key) -> Block; declares code to be a
function accepting a tuple of a Block (two 32-bit
words) and Key (four 32-bit words) and return-
ing a Block. (Note that, unlike a vector, a tuple
may contain values of different types in each of
its elements.) On the next line is the definition of

(the value of) code itself. µCryptol is a first-order
language and does not have λ-expressions, hence
all functions must have named definitions, and
all function arguments must appear in the defini-
tion header. The fragment code ([y0, z0], k)
deconstructs code’s sole argument using a tuple
pattern. All patterns in µCryptol are irrefutable
(cannot fail to match any value of appropriate
type). The tuple pattern in turn deconstructs its
first element into a vector of two elements. Tuple
and vector patterns, and values, are written using
standard (...) and [...] notation.

The body of code is the vector [ysN, zsn], which
is in the scope of three nested definitions intro-
duced by a where clause. Definitions in µCryptol
may be arbitrarily nested. Just as for the top-level,
each definition in a where clause is in scope of all
following definitions in the same clause, as well as
the term to the left of the where.

In this case, the where clause contains a single
clique of mutually-recursive definitions. (Both rec
and and are keywords, and indicate the beginning
and continuation of a clique.) It is here that the
µCryptol representation of TEA departs most sig-
nificantly from the C representation.

2.2 Streams

Taking a closer look at the C program of Fig-
ure 1, we see that (argument initialization, the
loop counter, and result initialization aside) only
three variables are updated imperatively: sum, y
and z. Furthermore, these variables are updated
in lock-step (exactly once per loop iteration). We
could have made µCryptol an imperative language
(for example, by introducing mutable references in
the style of ML). However, recall from Section 1
that one of our design goals was to remain neutral
as to whether µCryptol programs should execute
on a general purpose microprocessor, or be syn-
thesized to hardware. So what does TEA look like
in hardware?

Figure 3 presents an idealized representation of
TEA in synchronous (single-clocked) hardware.
Each arrow represents a 32-bit datapath. The
boxes labeled sum, y and z are intended to be
latches (with shared latched signal). All remaining
circuits are combinatorial, representing the cor-
responding operators in C on 32-bit words. The
latch sum starts with zero, y with v0 and z with v1.
Clocking the circuit 32 times leaves the encrypted
block in latches y and z.

A long tradition[12–14] in hardware modeling is to
represent latches by the infinite sequence of values
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Fig. 3: TEA represented in a latched circuit style.

they latch. We call infinite sequences streams, to
distinguish them from vectors, whose width must
always be finite. Returning to the µCryptol pro-
gram of Figure 2, we have three stream defini-
tions corresponding to the three latches of Fig-
ure 3, and the three imperative variables of Fig-
ure 1. By using streams, µCryptol avoids needing
any imperative features, which simplifies both its
formal specification and compilation, and (we be-
lieve) makes the behavior of programs more pre-
dictable by their authors.

The easiest place to start is with sums. Its type
signature is sums : Word^inf, indicating sums is
a stream of 32-bit words. We use ^inf as the
type constructor for streams, which is sugges-
tive of streams being vectors only with infinite
width. (inf is not, however, a type.) The body
of sums defines it to be the singleton vector [0]
followed by (the # primitive appends a vector to
a stream) the stream [ sum + delta | sum <-
sums ]. This term is a stream comprehension, and
mimics the set comprehensions familiar from set
theory. In particular, the comprehension states
“construct a stream which, for each successive el-
ement of sums (call it sum), has the element sum
+ delta.”

Of course, this is a recursive reference to sums,
hence care must be taken to ensure the definition
is well-defined. In this case, the second element
of sums depends on only the first element, which
is known to be zero. Similarly, the third element
depends only on the second, which we just calcu-
lated, and so on. A novelty of µCryptol is its use
of the type system to decide well-definedness of
streams. Section 3 covers this aspect in detail.

Continuing with the example, we consider the
stream ys. Like sums, it has a type signature indi-
cating its element type, and a body indicating its

first element is v0, the first 32-bit word of the 64-
bit block. Also like sums, its successive elements
are defined by a stream comprehension, but this
time with three arms. A multi-arm stream com-
prehension steps through each arm in parallel. The
second and third arms draw successive elements
from streams ys and zs. The first arm, however,
draws elements from the stream drops{1} sums.
This term is the stream sums, but with the first
element removed. Looking at the C program of
Figure 1, we see the calculation for y uses the
value of sum updated on the previous line. Sim-
ilarly, looking at the circuit of Figure 3 we see
the combinatorial circuit updating latch y uses
the newly-computed value for latch sum. Hence
in the µCryptol program, we must “reach ahead”
one stream element when drawing a value for sum.

The body of the comprehension for ys mimics the
C expression used to update y. The term k @ 0
indexes the first (leftmost) element of the vector
k. The type system requires that the width of an
index be just enough bits to index into any of the
elements of the left-hand side. In this case, since
k is of width 4 and the index is of width 2, the
type system effectively prohibits indexing out of
range into k. However for non power-of-two sized
vectors, it is possible to attempt to index out-of-
range at run time, a point we return to later.

The operator ^̂ is bitwise exclusive-or on words,
and + is addition modulo 2n when operating on
words of width n. The << and >> operators are
analogous to their counterparts in C , albeit gen-
eralized to arbitrary vectors of arbitrary width.
Every simple type in µCryptol has a corresponding
value for “zero”, hence the shift operators always
know how to shift appropriate zeroes into the left
or right of a vector.

The stream zs is defined similarly for ys, but with
a drops on both sums and ys. Again, both the C
program and the circuit diagram justify the reach-
ing ahead.

With the three streams out of the way, we now
return to explain the body term [ysN, zsn] of
codes. The @@ operator is analogous to the @ op-
erator, except indexing into a stream instead of a
vector. µCryptol allows type abbreviation names
for types of kind Nat to appear in terms, where
they are equivalent to a literal number of the same
value. Thus the two occurrences of N are equiva-
lent to 32, and the vector consists of the 33’rd
elements of the streams ys and zs. These values
correspond to the final values of y and z in the C
program, and the final contents of latches y and z
in the circuit after 32 clocks.

4



In the beginning of this section we stated TEA
uses 64-bit block size and 128-bit key, yet the
µCryptol program uses exclusively 32-bit words.
We can easily repair this artifact of the transliter-
ation from C with the following definition:

code’ : (B^64, B^128) -> B^64;

code’ (v, k) = join (code (split v, split k));

The primitive split breaks a vector of n ×m el-
ements into a vector of n vector of m elements,
and join does the reverse.

2.3 Polymorphism

How do split and join know these values of n
and m? And for that matter, how does + know the
modulus for addition, and literal numbers know
how many leading false bits are required? Most
primitives in µCryptol are constrained parametric
polymorphic[15]. For example, the literal n has the
type:

forall w : Nat . B^w where w >= widthn

Here width is a type operator (of kind Nat->Nat)
yielding the number of bits required to represent
its argument. This type states that n may have
any width w (a natural number), provided it is
greater or equal to widthn. Similarly, + has the
(unconstrained) type:

forall w : Nat . (# B^w, B^w #) -> B^w

Consider the expression 3 + 2. If we instantiate
the w type parameter of each of these three prim-
itives to 2, the expression evaluates to 1, since
the addition is modulo 4. However, instantiating
them to 3 yields 5. Hence in µCryptol the mean-
ing of a term may depend on the instantiation of
type parameters within it. Yet looking again at the
µCryptol program of Figure 2 we see no mention
of type instantiation for the 77 type parameters
of all the primitive instances.

µCryptol uses a type completion algorithm to
propagate known type information from type sig-
natures and type annotations down into primitives
at the leaves of the syntax tree. The result of the
algorithm is either:

1. A “type error” message if there is no way to in-
stantiate type parameters consistent with ex-
isting types; or

2. An “insufficient type information” message if
there is no unique choice for a type parameter;
or

3. An equivalent program with all type parame-
ters explicitly instantiated.

Since we can only give meaning to programs af-
ter type completion, we feel it is critical to make
the type completion algorithm as simple as pos-
sible. As a first step, we restrict polymorphism
to primitives only, and require all programmer
definitions to be monomorphic. We then use a
form of “local type inference”[16, 17] in which
terms are checked in a context of a partially-
determined type, the result of which must be ei-
ther a fully-determined type or an error. The al-
gorithm proceeds left-to-right on primitives, push-
ing partial types for each argument down, and us-
ing the resulting fully-determined types to further
inform the types of remaining arguments to the
right. Constraint simplification is used locally per
primitive occurrence to propagate type informa-
tion, but constraints from distinct primitive oc-
currences never interfere with each other (com-
pare with Hindley/Damas/Milner style type infer-
ence[18] which uses a global constraint set). The
type completion algorithm has the property that
it will never guess how to instantiate a type pa-
rameter if there is not a unique choice, hence we
can be sure that type completion will never re-
quire a µCryptol compiler to guess the intended
meaning of a program.

It is possible for the programmer to manually in-
stantiate any type parameter. For example, 3 +
2 in a context of type B^2 may be written as
3 + {2} 2 or 3{2} + 2 or even (for the truly pedan-
tic) 3{2}+{2} 2{2}. Primitives with multiple type
parameters may have them instantiated by name
or position. Sometimes a type instantiation is re-
quired. For example, the type completion algo-
rithm can never determine the number of elements
of a stream to drop in an occurrence of drops,
hence that number must be given in a type instan-
tiation. Hence the term drops{1} sums appearing
in Figure 2.

2.4 Arbitrary values

Earlier we mentioned the possibility of indexing
out-of-range of a vector at run time. A number of
other things can go wrong at run time: division,
remainder (on numbers or polynomials), or log of
zero, shift or rotate out of range, and attempting
to find the inverse of a polynomial with respect
to a reducible polynomial. We must now explain
what happens in these erroneous situations. The
problem has two tensions.

For the first tension, recall our requirement of re-
maining neutral as to a hardware vs. software im-
plementation of a µCryptol program. Consider for
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the moment how index out-of-range would “natu-
rally” be handled. Microprocessors with memory
management units may raise a processor exception
should the access fall outside of a readable page,
while those without may happily address any byte
of memory without complaint, possibly wrapping
around segment boundaries. A hardware lookup
table, without additional comparator logic, would
most likely wrap around, or may yield an inde-
terminate result. On the one hand we wish to be
precise as to the meaning of every µCryptol pro-
gram, yet on the other hand we don’t want to
over-constrain implementations to use additional
cycles/gates to enforce a particular behavior.

The second tension arises from the divide between
cryptographic algorithm author and implementor.
The author may know, by careful reasoning or
deep understanding of the algorithm, that no erro-
neous situation would ever arise. In this case, our
semantics for µCryptol should not force an imple-
mentor (of which the compiler is but one) from
inserting unnecessary safety checks for a situation
which will never occur. However, during develop-
ment the author may wish to know if anything has
gone awry, and would welcome such safety checks.

Our compromise is to allow primitives to return
arbitrary yet well-typed values in erroneous situ-
ations, and to be lazy on arbitraries. For exam-
ple, an implementation of [0{8}, 1, 2]@3 is free
to return any 8-bit word. Furthermore, an imple-
mentation of [0{8}, 1, 2] @ 3 - [0{8}, 1, 2] @
3 need not be 0, since the implementation is
free to choose each arbitrary value independently.
Since µCryptol is pure, the implementation can-
not perform any observable side-effect in this case
(such as mailing the current memory image to
hacker@mafioso.com). Since µCryptol is lazy on
arbitrary values, the result may actually have no
impact on the remainder of the program. To aid
debugging, our interpreter for µCryptol represents
arbitrary values explicitly as “arbitrary”, and re-
ports the program location they first arose.

Though our examples didn’t show it, µCryptol
also supports if-then-else conditionals, enumer-
ations, and two additional methods of expressing
streams which are mostly of use to the compiler.

3 Language

We refer the reader to the µCryptol Reference
Manual[9] for a complete description of the lan-
guage syntax, kind- and type-system rules, and
the kind and type completion algorithms. This

section will give an overview of the above, then
focus on streams.

3.1 Syntax

Figure 4 presents µCryptol syntax. We write t to
detote the sequence t0...tn−1 for implicit n. The
syntax has been slightly simplifed (some kind and
type annotation posibilities are not handled) and
idealized (we are not specific about separators
and empiness constraints on sequences of syntac-
tic items).

In Section 1 we said all terms have type of kind
Type. In fact, there are three kinds relevant to
terms:

Simp is the kind of types of simple values which
may be freely passed and returned from func-
tions, and stored in tuples and vectors. In
other words, values of types of kind Simp are
first-class values.

FnSt adds to Simp the types of functions and
streams, which are not first class. Streams
may only be passed as arguments and re-
turned by a just a few primitives.

Type adds to FnSt the types of stream trans-
formers, which are primitives manipulating
streams, such as drops.

We have that Simp is a sub-kind of FnSt, which is
a sub-kind of Type.

Delay analysis of stream definitions requires the
type system to keep track of delays, which are
integers. We use the kind Int for these types.

The kind ? represents the unknown kind. We call
a kind partially determined if it contains one or
more occurrences of ?, and fully determined oth-
erwise. Partially determined kinds are used during
kind completion.

Types may be built from the application of a type
operator, type op. The type operators of µCryptol
are given in Figure 5, along with their kinds.

The type τ^inf is shorthand for the type
τ^inf[32, ?].

Types such as 5 + 3 and width 14 are subject to
simplification, in this case to 8 and 4. We call all
other types, such as 8, B^8 and (B^8, B), struc-
tural.

Paralleling the situation for kinds, types may
also include ?, the unknown type. We use the
same partially- and fully-determined qualifiers for
types. Partially determined types are used during
type completion.
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Naturals n Integers z
Type variable names tyvar Type abbreviation names tyabbr Term variable names tmvar

Kinds κ ::= Simp | Nat | Int | FnSt | Type | κ -> κ | ?
Types τ ::= tyvar | tyabbr | ( τ : κ ) | ? | τ type op τ | type op τ
Primitive constraint pconstr ::= τ >= τ | τ = τ | τ == τ
Type schemes σ ::= forall tyvar : κ . τ where pconstr
Patterns p ::= tmvar | _ | ( p ) | [ p ] | ( p : τ )

Unboxed tuple patterns ut pat ::= (# p #)

Type binding sequences tbs ::= { τ } | { tyvar := τ }

Arm conditions cond ::= < type atom | true
Comprehension binding bind ::= p <- t
Case split arm arm ::= cond -> t
Terms t ::= tmvar | tyabbr (tbs)opt | ( term ) | ( t : τ ) | [ term ] | [ t (, t)opt .. t ]

| [ t | bind ] | [| t | bind |] | term op (tbs)opt t | t term op (tbs)opt t | t t

| t where { locdef } | if t then t else t | assume t in t
| \ tmvar . { arm } | t . tmvar τ

Stream definition recdef ::= tmvar : τ ; tmvar = t ;
Local definition d ::= p : τ ; p = t ;

| tmvar : τ ; tmvar ut pat = t ;

| rec ut pat recdef
| itr tmvar : τ ; itr tmvar (# p tmvar #) p = { arm } ;

| tyabbr : κ ; tyabbr = τ ;

Programs prog ::= exports tmvar ; d

Fig. 4: Simplified and idealized syntax of µCryptol .

Type schemes are only used internally by the type
system, and never appear within µCryptol pro-
grams.

Examples of most term forms have already been
presented in Section 1. Terms may be built by
the application of term operators, term op. (We
also call these term primitives, or just primitives).
These operators, along with their type schemes,
are presented in Figure 6.

An enumeration is either of the form
[first,next .. last] or [first .. last] (in
which next is taken to be first + 1). Enumera-
tions are shorthand for the vector [n] where
ni = first + (next - first) * i .

The term assume t0 in t1 is t1 if t0 is true, oth-
erwise is an arbitrary (implementation defined)
value of the same type as t1.

3.2 Type completion

The type completion algorithm is given four in-
puts:

1. A possibly partially-determined expected
type. This type is “pushed” down into the
term by the algorithm, and collects all
type information from type signatures, type
annotations, and the term context.

2. A type context giving the fully-determined
types for all in-scope term variables. The al-

gorithm requires all function arguments types
to be declared, either by a type signature on
the function definition or type annotations on
the function’s argument patterns.

3. The definitions for all in-scope type abbrevia-
tions.

4. The term to be type completed.

The algorithm either fails with a type error mes-
sage, or succeeds and returns a fully-determined
type and type completed term. The fully deter-
mined type will match, modulo type simplifica-
tion, the partially determined type, except that
each occurrence of ? will have been instantiated
by a structural type of the appropriate kind.

The type completion algorithm invokes a similar
kind completion algorithm to determine the kinds
of types appearing in programs. The kind comple-
tion algorithm also accepts a possibly partially-
determined kind, and returns a fully-determined
kind and rewritten type.

The use of ? within partially determined types
cannot express type sharing. For example, in the
type (?, ?), each occurrence of ? may be in-
stantiated independently. However, the algorithm
uses type constraints while checking application
of primitive operators based on the primitive’s
known type scheme. For example, the type (a, a)
can express intended equality between the tuple’s
element types, and such types may arise from
the specialization of a type scheme. In this way,
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Constants
Boolean false, true : B
Natural n : forall w : Nat . B^w where w >= widthn
General 0/−1 zero, limit : forall t : Simp . t

Arithmetic in Z2n

Unary op op : forall w : Nat . B^w -> B^w for op ∈ {-, lg2}
Binary op op : forall w : Nat . (# B^w, B^w #) -> B^w for op ∈ {+, -, *, /, %, **}
Binary func f : forall w : Nat . (# B^w, B^w #) -> B^w for f ∈ {min, max, gcd}

Arithmetic in GF2n

Addition padd : forall wl : Nat, wr : Nat . (# B^wl, B^wr #) -> B^(max wl wr)

Multiplication pmult : forall wl : Nat, wr : Nat .
(# B^wl, B^wr #) -> B^(wl + wr - 1) where wl + wr >= 1

Division pdiv : forall wl : Nat, wr : Nat . (# B^wl, B^wr #) -> B^wl
Remainder pmod : forall wl : Nat, wr : Nat . (# B^wl, B^wr #) -> B^(wr - 1) where wr >= 1

Greatest common divisor pgcd : forall wl : Nat, wr : Nat . (# B^wl, B^wr #) -> B^(max wl wr)

Inversion pinv : forall wl : Nat, wr : Nat . (# B^wl, B^wr #) -> B^(wl - 1) where wl >= 1

General equality
Binary rel rel : forall t : Simp . (# t, t #) -> B for rel ∈ {==, !=}

Inequalities in Z2n

Binary rel rel : forall w : Nat . (# B^w, B^w #) -> B for rel ∈ {<, <=, >, >=}
Logical operators (extended pointwise to words)

Bit binary op bop : (# B, B #) -> B
Word binary op wop : forall w : Nat . (# B^w, B^w #) -> B^w

for (bop,wop) ∈ {(/\, &&)(conjunction), (\/, ||)(disjunction), (^, ^̂ )(exclusive-or)}
Bit complement not : B -> B
Word complement ~ : forall w : Nat . B^w -> B^w

Vector operations
Shift/rotate op : forall w : Nat, t : Simp . (# t^w, B^ width(w - 1) #) -> t^w where w >= 1

for op ∈ {<<(shift left), >>(shift right), <<<(rotate left), >>>(rotate right)}
Index/reverse index @ , ! : forall w : Nat, t : Simp . (# t^w, B^ width(w - 1) #) -> t where w >= 1

Zeroth element zeroth : forall t : Simp . t^1 -> t

Append appendn

nz }| {
. . . : forall w0 : Nat, . . . , wn−1 : Nat, t : Simp .

(# t^w0, . . . , t^wn−1 #) -> t^(w0 + . . . + wn−1)

Extract extractn : forall w0 : Nat, . . . , wn−1 : Nat, t : Simp .
t^(w0 + . . . + wn−1) -> (t^w0, . . . , t^wn−1)

Join join : forall wi : Nat, wo : Nat, t : Simp . t^wi^wo -> t^(wi * wo)
Split split : forall wi : Nat, wo : Nat, t : Simp . t^(wi * wo) -> t^wi^wo
Suffix drop : forall wl : Nat, wr : Nat, t : Simp . ^(wl + wr) -> t^wr
Prefix take : forall wl : Nat, wr : Nat, t : Simp . t^(wl + wr) -> t^wl
Segment segment : forall ws : Nat, wr : Nat, t : Simp .

(# t^(ws + wr), B^ width wr #) -> t^ws where ws >= 1

Transpose transpose : forall wi : Nat, wo : Nat, t : Simp . t^wi^wo -> t^wo^wi
Reverse reverse : forall w : Nat, t : Simp . t^w -> t^w

Other operations
true if odd parity parity : forall w : Nat . B^w -> B
true if irreducible pirred : forall w : Nat . B^w -> B
Project projectn n ′ : forall t0 : Simp, . . . , tn−1 : Simp . (t0, . . . , tn−1) -> tn′ for n ′ < n

Stream operations
Suffix drops : forall wl : Nat, wi : Nat, t : Simp, d : Int, l : Nat .

t^inf{wi, d -- wl, l} => t^inf{wi, d, l}

Prefix takes : forall wl : Nat, wi : Nat, t : Simp, wh : Nat . t^inf[wi, wh] => t^wl
Segment segments : forall ws : Nat, wi : Nat, t : Simp, wh : Nat .

(# t^inf[wi, wh], B^wi #) => t^ws

Index @@ : forall wi : Nat, t : Simp, wh : Nat . (# t^inf[wi, wh], B^wi #) => t
Append ## : forall wl : Nat, wi : Nat, t : Simp, d : Int, l : Nat .

(# t^wl, t^inf{wi, d ++ wl, l} #) => t^inf{wi, d, l}

Cycle cycle : forall w : Nat, wi : Nat, t : Simp, d : Int, l : Nat .
t^w => t^inf{wi, d, l} where w >= 1

Fig. 6: Term operators and their types.
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Arithmetic in N
Natural n : Nat
Binary op op : Nat -> Nat -> Nat

for op ∈ {+, -, *, /, %, **}
Binary func f : Nat -> Nat -> Nat

for f ∈ {min, max}
Num bits width : Nat -> Nat

Arithmetic in Z
Integer z : Int
Binary op op : Int -> Nat -> Int

for op ∈ {++, --}
Simple type constructors

Boolean B : Simp

Tuple (

nz }| {
, . . . , ) :

nz }| {
Simp -> . . . -> Simp -> Simp

Vector ^ : Simp -> Nat -> Simp
Other type constructors

Stream (out)
^inf[ , ] : Simp -> Nat -> Nat -> FnSt

(element type, index width, history width)
Stream (in)

^inf{ , , } : Simp -> Nat -> Int -> Nat -> FnSt
(element type, index width, delay depth, level)

Index
ind{ , , , } : Nat -> Int -> Nat -> Nat -> FnSt

(index width, delay depth, minimum index, level)
Function

(#

nz }| {
, . . . , #) -> :

n+1z }| {
Simp -> . . . -> . . . Simp -> FnSt

Transformer

(#

nz }| {
, . . . , #) => :

n+1z }| {
FnSt -> . . . -> . . . FnSt -> Type

Fig. 5: Type operators and their kinds.

type information gathered from each primitive ar-
gument may influence the expected type of ar-
guments to its right. In other words, the algo-
rithm uses partially determined types to propa-
gate type information between nodes, and type
constraints to propagate type information be-
tween arguments.

We have found the type completion algorithm to
work well on the µCryptol programs we have writ-
ten. Only literal numbers, and primitives such as
split and drops, require systematic type anno-
tations. The behavior of the type completion al-
gorithm is predictable from the program syntax.
Error messages generally refer to the source of the
programming error, rather than a remote program
location suffering from the consequence of an error
made elsewhere.

3.3 Well-defined streams

For the remainder of this section, we shall focus
on the key aspect of the type system: Ensuring all
cliques of stream definitions are well-defined.

In the following we shall distinguish between
program contexts inside a particular clique of
mutually-recursive stream definitions, and those
outside of it. For example, in

xs @@ 3
where {rec xs = [1] ## [x + 1|x <- xs]; }

the occurrence of ## is inside, while @@ is outside,
the definition of xs.

We also use of the notion of an integer stream
delay. We say the “delay from stream x to oc-
currence of stream y is d” to mean, for all suffi-
ciently large indexes k ∈ N, that the k ’th element
of stream x depends on the value of the (k −d)’th
element of stream y at that occurrence. The “min-
imum delay from x to y” is the least delay over
all occurrences of y , and dually for “maximum de-
lay”. To illustrate, consider:

rec (xs : B^8^inf) = [0, 1, 2] ##
[x + y | x <- ys /*1*/

| y <- drops{2} ys /*2*/];
and (ys : B^8^inf) = xs;

There are two occurrences of ys in xs, the first
with delay 3, the second with delay 1. There is
one occurrence of xs in ys, with delay 0. In gen-
eral, an instance of ## increases the delay from
the stream under definition to any streams ap-
pearing in the primitive’s right hand side, while
an instance of drops decreases the delay. Delays
may be negative.

The definition of well-defined streams is given in
Figure 7.

Let S be the set of stream names defined by a
mutually-recursive clique of stream definitions.
Then we say the clique is well defined if there
exists a measure function

f ∈ (N× S) → N

such that for each occurrence of a stream y in
the body of the definition of stream x with delay
d , we have

∀k ∈ N.k ≥ d ⇒ f (k − d , y) < f (k , x )

Fig. 7: Well-defined streams.
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3.4 Deciding well-definedness

With the definition of well-definedness in hand, we
now choose an intended model for streams. In the
following we use N to denote the set of natural
numbers, Z the set of integers, V the partially or-
dered set (poset) of µCryptol values, and T⊥ the
poset T with new bottom element ⊥. Figure 8
distinguishes three classes of models based on de-
notational and operational interpretations.

The function class is the most expressive. Im-
plementing streams using simple functions from
indexes to elements is technically possible, but
would be too slow in practice for streams which
reference themselves multiple times. This problem
can be avoided using a dynamically-constructed
memoization table, but that in turn requires dy-
namic memory management.

The co-inductive class is familiar to users of the
lazy functional programming language Haskell
[19], and may be implemented using updating clo-
sures[20]. However, again they require dynamic
memory management. Cryptol implements this
class.

The iterative class is the least expressive, but has
the virtue of requiring only a finite amount of
memory which can be statically allocated at com-
pile time. In this class, the computation of a new
stream element is guaranteed to require only up to
h previously computed elements from the stream.
µCryptol implements this class (suitably general-
ized to multiple streams).

Next is to choose how flexible the language should
be in defining streams, which will in turn influence
the difficulty of deciding well-definedness. Again,
there is a spectrum of approaches.

Least flexible is to restrict the language syntax so
that every stream definition is guarded by a use
of ##, forbid the use of @@, takes and segments
within the body of any stream definition, and for-
bid the use of drops altogether. In this case every
delay is strictly positive, and every clique of defi-
nitions has a measure function.

At the other extreme, most flexible is to allow
all stream primitives to be used in all contexts.
However the problem of determining a delay for
each stream occurrence is most likely undecid-
able, since it is now possible to express a data-
dependent index into a stream inside its own def-
inition. Indeed, we must even refine our notion of
measure function to allow delays to be index de-
pendent (that is, we must replace d in Figure 7
with the application d(k)). For example, the def-

inition

rec xs = [0 .. 3]##
[(xs @@ (3 - (x % 4))) + 1|x <- xs];

is indeed well-defined, and even has an iterative
implementation, but this fact requires knowledge
of the properties of modular arithmetic. Cryptol
takes this approach, but does not attempt to de-
tect ill-defined streams at compile time.

(Note that Cryptol goes even further and al-
lows definitions which may defer the choice as to
whether they manipulate streams or vectors. Most
Cryptol primitives operate on arbitrary sequences
whose width is a type parameter which may be in-
stantiated to a finite number (thus yielding a vec-
tor) or the distinguished number inf (thus yield-
ing a stream).)

In µCryptol we take a middle approach. We re-
strict the use of primitives on a particular stream
according to whether they are inside or outside
that stream’s definition. More precisely, we forbid
@@, takes and segments to be used on a stream in-
side its own definition, and forbid drops to be used
outside. We also forbid the application of user-
defined functions to streams, and forbid stream
comprehensions with multiple generators in a sin-
gle arm. With these restrictions, the delays can be
determined by the type system by tracking uses of
## and drops.

To see the system in action, consider the clique of
definitions in Figure 9.

rec (xs : B^8^inf) =

[3] ## [ x+y | x<-xs | y<-[0{8}]##ys ];

and (ys : B^8^inf) =

[5] ## [ x+y+z | x<-drops{2} xs

| y<-ys | z<-zs ];

and (zs : B^8^inf) =

[7] ## [ x+z | x<-drops{3} xs | z<-zs ];

Fig. 9: An example clique of streams to illustrate
well-definedness.

The minimum delays for these definitions is pre-
sented as a directed weighted graph in Figure 10.
(Later we shall also require a maximum delay
graph.)

These definitions are indeed well-defined, using
the measure function:

f (k , x ) = 3× (k + offset(x )) + order(x )
where offset = xs 7→ 0, ys 7→ 1, zs 7→ 2

order = xs 7→ 0, ys 7→ 2, zs 7→ 1

Of course any measure function will do, but the
above measure has a form which applies to any
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Class Denotational Operational Example

Iterative
“P

0≤i≤h Vi
”
→ V Iterators over h history elements rec xs = [0, 1]##

[x + y|x <- xs|y <- drops{1} xs];

Co-inductive νa.V × a Lazy lists rec xs = [0]##

[x + y|x <- xs, y <- [0, 1]];

Function N → V⊥ Memoized functions rec xs = takes{4} (drops{4} xs)##

([0 .. 3] ## xs);

Fig. 8: Three classes of recursive stream definitions.

Fig. 10: Minimum delay graph corresponding to
streams in Figure 9

clique of definitions. Indeed, Figure 11 gives an
algorithm to construct a measure function from
any minimum delay graph.

1. Let G be the delay graph, and n the number
of vertices of G.

2. Let G ′ be the all-pairs shortest path closure of
G.

3. If any vertex of G ′ has an edge to itself with
zero or negative weight, reject the streams as
ill-defined.

4. Initialize offset ∈ vertices(G) → N to be ev-
erywhere 0.

5. While there exists a vertex x in G with an out-
going edge of negative weight −d :
5.1. Add d to the weight of each outgoing edge

of x in G.
5.2. Subtract d from the weight of each incom-

ing edge of x in G.
5.3. Update offset(x ) to be offset(x ) + d .

6. At this point G has no negative weighted edges.
Delete from G all strictly positive weighted
edges.

7. Transpose G.
8. Find a topological ordering O of the vertices of

G.
9. Let order ∈ vertices(G) → N be the function

from each vertex to its position in O .
10. Return the measure function

f (k , x ) = n × (k + offset(x )) + order(x )

Fig. 11: Calculating a measure function from a
minimum delay graph.

Thanks to the above algorithm, we may reduce
the problem of deciding well-definedness to that
of finding the delay graph G . (We defer showing
soundness and completeness of this algorithm to
future work.)

Recall from Figure 8 that we wish to restrict each
stream in µCryptol to the class of iterators over a
known finite number, h, of history elements. We
call the smallest such number the history width
of the stream. (There’s no need for all streams in
the same program or even same clique to share the
same history width.) It turns out that every well-
defined stream is serendipitously also finite with-
out the need for any additional restrictions. How-
ever, the actual history widths are needed when
compiling streams (see Section 4).

Thankfully, with a small enhancement the algo-
rithm of Figure 11 may also determine history
widths. First, we switch from weighted graphs to
bi-weighted graphs, where each edge now holds
both the minimum and maximum delay between
the streams of its vertices. The above algo-
rithm continues to work exclusively on minimum
weights, except for steps 5.1 and 5.2, which must
adjust both minimum and maximum weights of
an edge together. Just before step 6, the minimum
history width for each stream x may be read off
as the greatest maximum delay of all incoming
edges to x . (If x has no incoming edges, the his-
tory width is taken to be 1.)

So far our examples of streams have used types of
the simple form τ^inf, which we stated was an
abbreviation for τ^inf[32, ?]. In order to con-
struct G for each clique during type completion,
the type system has two forms of stream types:

τ^inf{w, d, l} The type of a stream as it ap-
pears inside of the clique it is being defined
within.

τ^inf[w, h] The type of a stream as it appears
outside of the clique it has been defined
within.

These types use the following parameters:

τ The type (of kind Simp) of stream elements.

w The width (of kind Nat) of stream index
words. All streams in a clique must share the
same width.

d The delay (of kind Int) from the stream un-
der definition to a program context of this
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type. This number is used to track delays
though uses of ## and drops.

l The nesting level number (of kind Nat) of the
stream under definition. This number is used
to prevent a clique from becoming mutually-
recursive with a nested clique within it.

h The history width (of kind Nat) of the stream.

Recall from Figure 6 the type schemes for
the stream primitives. The primitives takes,
segments and @@ are the only consumers of
streams outside of definitions. These primitives
are polymorphic on the parameters τ , w and h.
The primitives ## and drops are the only trans-
formers of streams inside definitions. These prim-
itives are also polymorphic on τ , w , d and l . How-
ever, notice how the delay type parameter is ad-
justed between the input and output types of these
primitives. In particular, ## adds to the delay of
its argument, while drops subtracts. Thanks to
these types, the majority of the delay analysis is
done during routine type completion of primitive
application.

To complete the analysis, the type completion al-
gorithm proceeds as in Figure 12 when encounter-
ing a clique of stream definitions.

4 Implementation: Front-end

Figure 13 shows the organization of the front-end
passes of mcc. The type completion algorithm is
run on the source program, and if successful, the
type completed program is the starting point for
the remaining compiler passes. The most impor-
tant path is that running from the type completed
program to flat CrAM .

4.1 Canonical µCryptol

Canonical µCryptol is a language subset with a di-
rect operational interpretation, and is intended to
be as close to a final implementation as possible
while still remaining neutral as to hardware vs.
software implementation. (Compare it with the
STG code of the GHC Haskell compiler[20].) In
the following, we shall concentrate mostly on soft-
ware targets, since that has been the focus of our
work, with the understanding that much of the
following also applies to hardware targets.

In Canonical µCryptol , every value arising during
execution is either small enough to pass and con-
struct on a value stack (we call such values un-
boxed), or has an explicitly named variable bound

1. Construct a graph G with a vertex for each
stream name in the clique, and initially no
edges.

2. For each stream definition of the clique with
name x and body t :
2.1. Invoke the algorithm recursively with:

• An expected type of
τx^inf{wx, 0, l}, where τx is given
in x ’s signature, wx is either given or
defaults to 32, and l is the stream’s
(syntactic) nesting level.

• The current type context extended
to map each stream name y in the
clique to a special type of the form
τy^inf{wy,minRef ,maxRef , l},
where τy is as given in y ’s signature,
wy and l are defined as above, and
minRef and maxRef are initially
empty mutable references to delays.

• The term t .
2.2. At a stream variable y in the stream body,

the algorithm may find itself with:

• An expected type of the form
τexp^inf{w, d, l}.

• A type reported by the type
context for y of the form
τact^inf{w,minRef ,maxRef , l}.

In this case, check τexp and τact are compat-
ible, and update either minRef or maxRef
to minimally extend the interval between
them such that minRef ≤ d ≤ maxRef . (If
minRef and maxRef are empty, set them
to be d .)

2.3. When the algorithm returns from check-
ing t , for each y such that the entry for y
in the type context has non-empty minRef
and maxRef , add an edge to G from x to
y with minimum weight minRef and max-
imum weight maxRef .

3. Use the augmented algorithm of Figure 11 to
determine a measure (if any) for the clique, and
the history width hx for each stream x .

4. For each stream x in the clique:
4.1. If the type signature for x gave a known

history width h, check that hx ≤ h, and
revise hx to be h.

4.2. If required, revise hx upwards to the next
power of two.

5. Check that, for every pair of streams x and y ,
wx = wy .

6. Continue the algorithm on the definitions and
terms in scope of the clique, with a type context
extended to map each stream x to the type
τx^inf[wx, hx].

Fig. 12: The type completion algorithm for
cliques of stream definitions.
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Fig. 13: Organization of front end mcc passes.

to its value in a where clause. All function and
primitive arguments are ready to be passed with-
out the need for additional storage to evaluate
them. All definitions are at the top-level, eliminat-
ing the need for closures. Vector comprehensions
are of the form (join)opt [term|x <-[0, 1..n−1]],
which can be implemented as a simple for-loop. All
partial operations (those which may yield an ar-
bitrary result) are wrapped by an explicit assume
clause, which makes explicit the implied partiality.
No patterns remain, and all function arguments
are either wildcards (ignored) or simple variables
(which name the argument location). A number of
primitives, such as reverse, are eliminated since
they have simple definitions as comprehensions.
No values of zero-sized type, such as (), ()^3 or
B^0 are ever constructed, passed as arguments,
or returned from functions (the absence of side-
effects means such values are uniquely determined
from their type alone, and so need no run-time
representation). No top-level definition is shad-
owed (so that back-end tools don’t need to respect
scoping).

One final restriction of Canonical µCryptol is key.
We could interpret recursive streams as lazy lists,
and give them a direct operational interpretation
using (for software) updating closures[20], or (for
hardware) latched dataflow networks. However,
for software, this would require the implementa-
tion to support dynamic memory allocation, while
for hardware, it would distribute latches through-
out the circuit, rather than grouping them into
shift registers. To avoid this problem, Canonical
µCryptol does not support streams, but instead
has a notion of iterators. (Actually, iterators are
also a part of µCryptol , and can appear in source
programs, though it seems unlikely any human
would wish to use them.) To illustrate, consider
Figure 14, which defines the stream of Fibonacci
numbers (modulo 28) and extracts the fifth such
number.

rec (fibs : B^8^inf) = [0, 1] ##

[x + y | x <- drops{1} fibs

| y <- fibs];

fifth = fibs @@ 4;

Fig. 14: Fibonacci sequence in µCryptol .

Recall from Section 3 that every µCryptol stream
is guaranteed to require only a finite number of
earlier elements to calculate the current element,
and that we introduced the term “history width”
to refer to (an upper bound on) that number. Of
course for fibs, only two previous elements are
required. A C implementation of fibs exploit-
ing this fact is given in Figure 15. (Though a
programmer would greatly optimize this program,
this stylized form generalizes to multiple streams
and long history widths.)

typedef unsigned char word8;

void fibs(int i, word8 hist[2]) {

int j;

for (j = 0; j <= i; j++) {

if (j < 1) hist[0] = 0;

else if (j < 2) hist[1] = 1;

else hist[j&1] = hist[(j-2)&1] +

hist[(j-1)&1];

}

}

word8 tmp[2];

word8 fifth() {

fibs(4, tmp);

return tmp[0];

}

Fig. 15: Fibonacci sequence in C .

The C fibs function accepts an index i of the
desired element of the original µCryptol stream
fibs, and a small history buffer, hist. The i’th
stream element is left within hist on exit from
the function, from which the caller may extract
it. It calculates this element by iterating upwards
from index 0 to i, calculating the current index’s
stream element based (if needed) on the earlier el-
ements already evaluated and stored in hist. We
implement the history buffer “lazily” using mod-
ular arithmetic on its index rather than explicitly
shuffling along older elements as new ones are cal-
culated. Since hist is of width 2 = 21, we write
j&1 instead of j%2. We must use the same modulo
indexing to extract the result: In this case, 4%2 is
just 0.

A hardware implementation is shown in Figure 16.
Again, the finite history width property is ex-
ploited, this time to represent the history buffer
as a shift register of width 8 and depth two. The
shift register is initialized with 0 and 1, then the
circuit is clocked i− 2 times, after which the de-
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sired element will be left at the head (rightmost
end) of the shift register.

Fig. 16: Fibonacci sequence in hardware.

Figure 14 can be rewritten to Canonical µCryptol
as in Figure 17.

itr fibs (# (i : B^32) #)

(hist : B^8^2) =

{ < 1 -> 0

| < 2 -> 1

| true -> hist@(drop (i - 1)) +

hist@(drop (i - 2)) };

(tmp : B^8^2) = fibs 4;

(fifth : B^8) = tmp@0;

Fig. 17: Fibonacci sequence in Canonical
µCryptol .

Here itr is a keyword introducing a new top-level
definition, fibs, which appears to the rest of the
program as a function of type B^32->B^8^2 taking
an index to a history buffer. The canonical fibs
function is intended to mimic that of the C ver-
sion: Iterate from 0 to i updating hist. However
the iteration and updating is not expressed ex-
plicitly within Canonical µCryptol (doing so would
make µCryptol too expressive, and defeat our de-
sire to remain side-effect free). Instead, the body
of fibs actually has the type (# B^32, B^8^2 #)->
B^8. Given the current stream index i and the his-
tory buffer hist holding the elements i − 1 and
i−2 (or arbitrary should i be too small), the body
of fibs simply does a case split on i, and calcu-
lates the appropriate element. That is to say, the
body of fibs is just a code fragment which the
compiler should wrap with the appropriate iter-
ator loop and history buffer updating. The itr
keyword is intended to alert the reader that the
“function” being defined has this dual-nature: de-
scribed by a fragment and completed by the com-
piler to be a function. (Compare with the function
passed to a fold operator to recurse over a recur-
sive datatype.)

Iterators generalize easily to the case of multi-
ple mutually-recursive streams. The history buffer
becomes a tuple of history buffers, one for each
stream, and successive stream elements are com-
puted in lock-step.

4.2 Transformation to canonical form

Figure 18 presents the sequence of source-to-
source transformations which take any µCryptol
program into canonical form. Most steps are
straightforward or standard from the compilation
of functional programming languages.

1. Introduce safety checks
2. Simplify vector comprehensions
3. Eliminate patterns
4. Eliminate streams

4.1. Convert to indexed form
4.2. Push stream applications
4.3. Collapse arms
4.4. Align arms
4.5. Takes/segments to indexes
4.6. Convert to iterator form

5. Eliminate primitives
6. Eliminate zero-sized values
7. Inline and simplify
8. Introduce temporaries
9. Eliminate nested definitions

10. Share top-level value definitions
11. Box top-level definitions
12. Eliminate shadowing

Fig. 18: Steps to convert type complete µCryptol
programs into canonical form.

We shall focus on the six sub-steps to step 4—the
translation which actually takes streams to the
iterators described above.

Sub-step 1 Stream constructs are replaced with
an equivalent term in indexed form.

For this step, µCryptol supports two additional
term forms which (a) define streams as functions
from indexes to values, and (b) apply such a func-
tion to a particular index. For example, the term
[0{8},1]##ys (for stream ys) appears in indexed
form as \i.{<2 -> [0{8}, 1] @ (drop i)|true ->
ys.i -2}. The \ indicates abstraction, while the
. after ys indicates application.

The indexed form constructs are highly styl-
ized, and µCryptol does not support general λ-
abstractions and application. Abstraction is only
over values of a special abstract index type
ind{w, d,m, l}, where:

w is the width of a concrete index into the
stream. When a value of index type is used in
a context other than application to a stream,
it is coerced to type B^w . In the above exam-
ple, (drop i) has type B^1, and discards the
initial 31 bits of i as a 32-bit word.

d is the delay depth of the context of the ab-
straction, and is used by the type system
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to detect ill-defined stream definitions as de-
scribed in Section 3.

m is the minimum value for the index. In the
above example, this value would be 0 for i in
the body to the right of <2, and 2 to the right
of true.

l is the level for the stream definition contain-
ing this abstraction (again, see Section 3).

An abstraction is always paired with a case split
on the index. An application must be of the form
t.tmvar τ where:

t is a stream expression.
tmvar is a stream index variable.

τ is a type of kind Int, in other words, a con-
stant integer, indicating the offset to apply
to tmvar when indexing into t . The above
parameter m prevents subtracting too large
an offset from the index.

Just as for iterators, indexed form for streams is
also available to programmers, and indeed may be
freely intermixed with the combinator style intro-
duced in Section 1.

Sub-step 2 Stream applications are pushed into
if-then-else and where terms, and each stream
definition within a clique is η-expanded[21] so as
to begin with an explict index abstraction. (We
use a fresh index variable name which is shared
by all streams in a clique.)

Sub-step 3 Nested stream abstractions are col-
lapsed into a single level. For example, given the
abstraction:

\i.{ <2->0

| <4->(\j.{ <1->1 | <2->2 | true->3 })

. i -1

| true -> (\j.{ <5->4 | true->5 })

. i -2 }

we may correct for the application offsets -1 and
-2 to yield:

\i.{ <2->0

| <4->(\j.{ <2->1 | <3->2 | true->3 })

. i +0 }

| true -> (\j.{ <7->4 | true->5 })

. i +0 }

which in turn may be collapsed into the single
abstraction:

\i.{ <2->0 | <3->2 | <4->3

| <7->4 | true -> 5 }

Notice how some abstraction cases (such as that
yielding 1) can be dropped since they will never
fire.

Thanks to the η-expansion of step 2, each recur-
sive stream definition will at this point be a single
abstraction and case split.

Sub-step 4 Arms are aligned to eliminate strictly
positive index offsets. Recall from Section 3 the
termination measure for a clique of mutually-
recursive stream definitions consists of an offset
for each stream and an ordering amongst the
streams. We now “slide” each stream according
to its offset. This will allow the new elements for
each stream to be constructed together.

Consider again the example of Figure 9, which at
this point of compilation resembles Figure 19. Re-
call the offset for zs was determined by the type
completion algorithm to be 2. We thus wish to
slide the stream zs forward by 2 elements, insert-
ing two dummy values (which we take to be 0)
at its head. All references to zs, both inside and
outside the clique of streams, must be updated to
take account of this slide. That is, we must add 2
to the offsets for indexes into zs from within the
definition of xs and ys, and subtract 2 from the
offsets for indexes into xs and ys from within the
definition of zs. After doing this, and sliding ys
by its offset 1, the result is as in Figure 20.

rec (xs : B^8^inf) = \i .

{ < 1 -> 3

| < 2 -> (xs . i -1) + 0

| true -> (xs . i -1) + (ys . i -2) };

and (ys : B^8^inf) = \i .

{ < 1 -> 5

| true -> (xs . i +1) + (ys . i -1) +

(zs . i -1) };

and (zs : B^8^inf) = \i .

{ < 1 -> 7

| true -> (xs . i +2) + (zs . i -1) };

Fig. 19: Streams of Figure 9 before sub-step 4.

rec (xs : B^8^inf) = \i .

{ < 1 -> 3

| < 2 -> (xs . i -1) + 0

| true -> (xs . i -1) + (ys . i -1) };

and (ys : B^8^inf) = \i .

{ < 1 -> 0

| < 2 -> 5

| true -> (xs . i +0) + (ys . i -1) +

(zs . i +0) };

and (zs : B^8^inf) = \i .

{ < 2 -> 0

| < 3 -> 7

| true -> (xs . i +0) + (zs . i -1) };

Fig. 20: Streams of Figure 9 after sub-step 4.

Another way to see sliding in action is to consider
the same example presented in dataflow form. The

15



left of Figure 21 shows the dataflow before sliding,
while the right shows it after. Notice all dataflow
arrows point (slightly!) to the right after sliding.
(This diagram also uses the ordering of the clique’s
measure to slightly offset each stream, albeit at a
sub-element width. This aspect is realized in sub-
step 6.)

Fig. 21: The dataflow between elements for the
streams of Figure 10 as written (left) and after
alignment by insertion of dummy initial values
(right).

Sub-step 5 Some primitives, such as takes and
segments, are replaced with uses of @@ if the sub-
vector being extracted is wider than the history
with of the stream. For example, takes{3} xs will
be left as is if xs has history width of four or
greater, but converted to [xs@@0, xs@@1, xs@@2]
otherwise.

Sub-step 6 Each clique of stream definitions is
rewritten as a single iterator definition. A his-
tory buffer for each stream is tupled according to
the stream ordering in the clique measure. The
arms of each stream in the clique are merged to-
gether, and the body term for each arm is tu-
pled, also according to the stream ordering. Each
reference to a stream within the clique is of the
form x.i −n for stream name x , index variable i
(which is now shared by all streams in the clique)
and natural number n. Each such term is replaced
by projectm j @ (drop(i - n)), where m is the
number of streams in the clique and j the position
of stream x in the stream ordering. References to
a stream from outside the clique are replaced with
a call to the iterator function, a project, and an
index.

Figure 22 presents the streams of Figure 9 after
this step.

A term such as

takes xs == [ 3, 3, 8, 28, 111 ]

in the scope of these definitions would be trans-
lated to

[ project 3 0 (iter_xs_ys_zs i)@drop i

itr iter_xs_ys_zs (# (i : B^32) #)

(hist : ( B^8^1, B^8^1, B^8^1 )) =

{ < 1 -> ( 3, 0, 0 )

| < 2 -> (project 3 0 hist@0 + 0, 0, 5)

| < 3 -> ( xs, zs, ys )

where {

(xs : B^8) = (project 3 0 hist@0) +

(project 3 2 hist@0);

(zs : B^8) = 7;

(ys : B^8) = xs+(project 3 2 hist@0)+zs;

}

| true -> ( xs, zs, ys )

where {

(xs : B^8) = (project 3 0 hist@0) +

(project 3 2 hist@0);

(zs : B^8) = xs+(project 3 1 hist@0);

(ys : B^8) = xs+(project 3 2 hist@0)+zs;

}

Fig. 22: Streams of Figure 9, after sub-step 6.

| (i : B^32) <- [0, 1 .. 4] ] ==
[ 3, 3, 8, 28, 111 ]

4.3 Translation to CrAM

For software targets, there are still five aspects
of compilation which, though common across all
targets, cannot be cleanly expressed in µCryptol :

1. µCryptol uses names for all object locations,
but we must resolve these to addresses, either
into a stack for argument locations, or into a
heap for boxed objects.

2. µCryptol assumes a stack discipline for the
allocation of temporary space. For example,
consider:

t3 where {y = t2; } where {x = t1; }

µCryptol assumes temporary space is allo-
cated for the result of t1, then t2, and then
reclaimed after evaluation of t3.
However, because targets may have no dy-
namic memory management, we wish instead
to statically allocate space for all temporary
results, but at the same time share space be-
tween temporaries whose lifetimes never in-
tersect. For example, in the above example t1
and t2 cannot safely share space, however they
may do so in:

(t3 where {y = t2; }) + (t4 where {x = t1; })

3. µCryptol makes no distinction between un-
boxed (may be passed and returned by value
on the argument stack) and boxed (must be
passed by reference) values. However, manip-
ulation of boxed and unboxed values is very
different in machine code.
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4. For effeciency, it is vital for values to be con-
structed directly in place of their final desti-
nation, rather than in a temporary location
which must later be copied into place. For ex-
ample, consider:

join [t|x <- [0..7]]

This term will evaluate t eight times (with a
different binding for x of course), to yield a
sub-vector. These eight sub-vectors are then
joined into a single vector. A naive compila-
tion of this term would construct the eight
sub-vectors in temporary spaces, then copy
them all into the final vector. We prefer to,
if possible, construct each sub-vector directly
in place.

5. A number of primitives (such as division of
boxed words) require additional temporary
space.

We use an intermediate language, the µCryptol
Abstract Machine (CrAM ), and a translation from
Canonical µCryptol to CrAM to effect the above
five aspects. CrAM is a stack-based machine with
built-in primitives corresponding to the major-
ity of µCryptol ’s arithmetic, logical and polyno-
mial primitives. CrAM also makes memory allo-
cation, address de-referencing, and the distinction
between boxed and unboxed values explicit.

We actually use two flavors of CrAM . Natural
CrAM does not assume a flat code address space,
but instead allows instruction sequences to be
nested. For example, BRANCH, which tests the stack
top for true or false, has as parameters two in-
struction sequences. Natural CrAM also uses la-
bels for all memory objects, regardless of whether
they are temporaries or global objects. More in-
formation is available in the reference manual[10].

Flat CrAM uses conventional flat code address
space, with labels and jump instructions. It also
requires all temporary objects to have concrete
addresses.

The translation from natural to flat forms involves
the usual control flow encoding, but also resolves
temporaries to their final addresses in the heap.
Of course doing so requires knowledge of the size
of memory objects, and any constraints on mem-
ory, such as segment boundaries and valid data
address ranges. Both of these aspects are target
dependent, hence the translation from natural to
flat forms is parameterized by this small aspect of
the target.

Temporary layout is a generalization of the graph
coloring problem, which is NP-complete[22]. Our

algorithm procceeds in two phases. The first phase
constructs a conflict graph between temporaries
based on the scope of their lifetimes, which is
conveniently made explicit in the natural form
of CrAM . The second phase assigns temporaries
to memory locations to avoid conflict, using the
heuristic of working from larger to smaller objects.
We’ve found this algorithm to work very well on
our example programs, despite its simplicity.

In order to support verification, mcc may trans-
late any µCryptol program into a semantically
equivalent set of ACL2 definitions—a so called
“shallow embedding” of µCryptol into ACL2 . Un-
fortunately ACL2 is not expressive enough for
this translation to be compositional. In particular,
ACL2 does not allow nested definitions (needed
for µCryptol ’s where clauses), does not support
anonymous λ-abstractions (needed for µCryptol ’s
stream expressions), and has a very weak notion of
pattern matching (insufficient for µCryptol ’s pat-
terns). Hence a subset of the above transforma-
tions must be applied to a µCryptol program be-
fore it is in a “flattened” form suitable for trans-
lation to ACL2 . A consequence of this flattening
is that, using ACL2 alone, we cannot perform a
front-to-back verification of a compiled program.
A future paper will describe how we address this
problem using a hybrid of theorem provers.

We mention that mcc also contains an interpreter
usable from a command-line interface. The inter-
preter works over any type-completed term (and
even, though not shown in Figure 13, any inter-
mediate stage of compilation). We found having
a built-in interpreter to be tremendously useful
while debugging the transformations.

5 Implementation: Back-end

Figure 23 shows the organization of the back-end
passes of mcc.

We target the Rockwell Collins AAMP7 embed-
ded microprocessor[6, 7]. The AAMP7 is a stack-
based machine with 32-bit segmented address-
ing, 16/32-bit integer and 32/48-bit floating-point
operands. The lack of registers improves code den-
sity (most instructions are a single byte), which
is significant in embedded applications where
code typically executes directly from slow ROM.
Though the AAMP7 does not have any particu-
lar hardware support for cryptographic algorithms
per se, it does support running multiple concur-
rent process partitions which are rigorously sep-
arated in time and space by hardware[23]. This
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Fig. 23: Organization of back end mcc passes.

separation makes the AAMP7 attractive for use
in in-line encrypters which support multiple con-
current communication channels, since it allows
each channel to carry data at different classifica-
tion levels without risk of cross-channel leaking
from a high to low level. In all other respects the
AAMP7 is a conventional microprocessor.

The back-end passes are routine as the major-
ity of heavy-lifting has been done by the front-
end. Most flat CrAM instructions can be trans-
lated to, at most, a handful of AAMP7 instruc-
tions. There are only two complications. The first
is that the order of operands on the CrAM stack
is often mismatched with the order required by
the corresponding instruction on the AAMP7 .
We deal with this by introducing a few “virtual”
AAMP7 instructions which rearrange the stack
top. (The AAMP7 has instructions to exchange
the top two stack elements, but otherwise en-
forces a strict stack access order. In particular,
the AAMP7 stack is not randomly addressable.)
During peephole optimization, the compiler at-
tempts to parse, for each operand subject to a re-
arrangement, the maximal sequence of sequential
side-effect free AAMP7 instructions which create
it. If each operand is successfully parsed to com-
pletion, the compiler simply reorders the groups
of instructions and eliminates the virtual instruc-
tion. Otherwise, locals are used to effect the rear-
rangement. Thankfully this optimization fires in
the majority of cases.

The second complication in translating CrAM
to AAMP7 is with the arithmetic and logical
primitives on boxed words, and the polynomial
primitives. These are sufficiently complicated to
warrant encoding as a separate run-time system
(RTS) of around 2,700 lines of C . We used an ex-
tant C to AAMP7 compiler to compile the RTS
to AAMP7 assembly. Instances of these primitives
in CrAM are translated to calls out to the RTS,

and the relevant parts of the RTS are linked into
the final program. Note, however, that the RTS
is nothing more than these primitives. In particu-
lar, we don’t need (or want) any RTS support for
memory allocation and garbage collection, since
this has all been statically determined by the com-
piler.

Verification is simplified if we know the final phys-
ical memory address of every heap object. Rather
than emit relocatable AAMP7 assembly language
and try to reconstruct physical addresses from the
assembler output, we decided to implement both
the assemble and link phases directly within mcc.
Hence mcc may transform a µCryptol program all
the way to a binary file ready to be loaded by the
AAMP7 monitor into a freshly reset microproces-
sor. For simplicity, we only generate binary images
which use a single AAMP7 process partition.

For verification, the compiler may also emit the
final binary AAMP7 program as a set of ACL2
“proof events”. These events place an ACL2
model of the AAMP7 in a state mimicking the
real AAMP7 about to come out of the reset state
and begin execution.

6 Implementation experience

We implemented mcc and supporting tools us-
ing the functional programming language OCaml
[24]. It’s difficult to overstate the usefulness of a
higher-order functional language for symbolic pro-
grams such as compilers. As a small example, the
stack rearrangement optimization mentioned in
Section 5 was trivially programmed in a few dozen
lines using higher-order parser combinators[25].

We also exploited the “camlp4” meta-
programming facility of OCaml to simplify
the compiler in three ways. Firstly, we extended
OCaml with support for monadic expressions[26]
(which we based on those of Haskell [19]) using
a very simple syntax extension. This helped
neatly structure the more complicated parts of
the compiler, such as type completion. Secondly,
we embedded Common Lisp as a quotable
sub-language within OCaml . This embedding
was tremendously useful when programming the
shallow embedding of µCryptol into ACL2 [8]
(ACL2 stands for “A computational logic for
applicative Common Lisp”), as it allowed Lisp
templates to be written directly within mcc’s
source code. Finally, and most ambitiously, we
embedded µCryptol itself as a quotable language
within OCaml . This embedding made the code
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for source-to-source transformations (the heart
of the compiler) both concise and readable,
as both the left-hand side pattern to rewrite,
and the right-hand side replacement for each
transformation rule could be written directly
in µCryptol rather than in the “representation
of µCryptol abstract syntax as OCaml data
constructor expressions”. The compiler came in
at around 43,000 lines, which we think is much
smaller than if the camlp4 facility were not
available. We heartily recommend OCaml to all
compiler writers.

7 Related work

Our design for µCryptol of course took Cryptol [5]
as its starting point. Cryptol , in turn, drew from
three areas of prior work:

• The “look and feel” of the language overall is
heavily influenced by Haskell[19].

• The use of width information in the type sys-
tem is based on work done in the functional
programming community on sized types[27–
29]. However, since we do not have to deal
with arbitrary user-defined recursive data
types, but rather a single built in data type,
our situation is much simpler.

• The approach to modelling streams bor-
rows from the hardware modeling languages
Lava[12], the synchronous dataflow language
Signal[30], and work on hardware synthesis
from functional languages[31].

µCryptol ’s type completion algorithm adapts the
local type inference algorithms developed for lan-
guages with expressive subtyping[16, 17]. Our ap-
proach to the compilation of iterative streams ex-
ploits the stylized form of stream definitions[32],
and thus avoids the complexities of the general
recursion-to-iteration transformation[33].

8 Conclusions and future work

To summarize, µCryptol is a strongly typed, pure
first-order functional language in which the only
recursion is in the form of streams. The type sys-
tem supports booleans, tuples, vectors, streams
and functions, as well as arithmetic on natural
numbers. A rich set of polymorphic primitives
are provided for modular and binary polynomial
arithmetic and bitwise logical operators on words
of arbitrary bit width, and for manipulating vec-
tors and streams. All user value definitions are

monomorphic. The type system rejects ill-defined
streams, hence all programs yield a result of the
appropriate type. The burden of type annotations
is eased by a type completion algorithm.

We have used the µCryptol compiler, mcc, to com-
pile AES[2] to AAMP7 code, and have succes-
fully run the result on both an AAMP7 simulator
and evaluation board. Though the generated code
could do with more optimization, it is at least im-
perative, uses no dynamic memory allocation, and
does not require excessive temporary space.

There are three areas of future work. The most
obvious is to continue to improve the generated
code of mcc. Many deeper optimizations, such as
function inlining, vector fusion, and stream fu-
sion remain to be implemented. Furthermore, the
code generation for stream iterators could also be
further specialized to handle simple cases (such
as a singleton history vector) without the over-
head needed to support the general case (such
as modular indexing). Generated code could also
be improved by allowing more values to have un-
boxed representations (such as small tuples), and
mapping small µCryptol words to small machine
words (such as 8- and 16-bit machine words in-
stead of just 32-bit). Beyond this, we speculate
that a form of representation analysis[34] could
reduce the time spent copying temporary objects
into their final containing object.

The second area is to widen the scope of
µCryptol to cover asymmetric-key cryptographic
algorithms, which would involve the addition of
primitives for groups such as Elliptic Curves over
various finite fields[35], and prime fields[36]. This
development has been carried out for Cryptol , and
it would be straightforward to carry this work over
to µCryptol .

The third, and most critical area of future work
is again to widen the scope of µCryptol from al-
gorithm to cryptographic equipment specification.
In the military cryptography community, “equip-
ment” refers to the entire cryptographic device,
including:

1. The protocols used for interacting with the
user (which can be as simple as the insertion
of a crypto-ignition key, or require a built-in
display and keyboard).

2. The protocols used for key establishment, re-
keying and key zeroing (for example, IKE[37]).

3. The protocols used to encode data and voice
traffic, possibly with error detection and cor-
rection (for example, Project 25 public safety
digital radio[38]).
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4. The protocols used to establish and maintain
an encrypted tunnel (for example, IPSec[39]).

5. The protocols used to transmit packets over a
medium (for example, modulation of a radio
carrier).

The collection of these protocols is often called a
“waveform”, by a hangover from the early days
of analog in-line voice encrypters. The above list
represents a daunting spread of functionality, and
it is likely to require a family of inter-operating
languages rather than a single general-purpose
language. However, the costs outlined in the in-
troduction are really more a consequence of the
complexity of the equipment specification prob-
lem rather than just the cryptographic algorithm
specification. Hence our vision can only be fully
realized by taking on the equipment problem.
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